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Al Governance on the Ground

Practice, Challenges, and Opportunities in Industry
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WELCOME AND INTRODUCTIONS

Wesley Hanwen Deng Solon Barocas Miranda Bogen

Ph.D. candidate, Senior Principal Researcher, Director,

School of Computer Science, Microsoft Research Al Governance Lab,

Carnegie Mellon University Center for Democracy & Technology
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AGENDA OUTLINE

e Session Outline
e Welcome and Introductions

e Speaker 1-Wesley Hanwen Deng, Carnegie Mellon University
o  Overview: Current practice of Al Governance in industry settings

e Speaker 2 - Solon Barocas, Microsoft Research
o Case study 1: What responsible Al can learn from fair lending

e Speaker 3 - Miranda Bogen, Center for Democracy & Technology
o Case study 2: Building blocks of responsible Al in practice

e Questions and Answers
e (losing Remarks
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You will:

Learn more about the current challenges practitioners face

when operationalizing Al governance, and the corresponding
opportunities to address them.

Learn more about state-of-the-art Al governance resources
developed by researchers.
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Overview: Current practice of
Al Governance in industry settings

Wesley Hanwen Deng

With Agathe Balayn, Andrew Selbst, Ken Holstein, Motahhare Eslami, Jason I. Hong, Hanna Wallach,
Jenn Wortman Vaughan, Solon Barocas
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Study Context

» Many researchers have studied Al governance and
responsible Al (RAI) in industry practices, employing
methods such as surveys, interviews, and workshops.

* We reviewed 161 research papers published between
2018 and 2025 to synthesize knowledge on the
practices, challenges, and opportunities of Al
governance in industry settings.
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The Current Practice of

Industry RAI
P
Increased Awareness of RAI
A
s
From Ad hoc Advocacy to
Professionalized Roles
\.

Gradually Adopted RAI Interventions

Attempts on External Collaborations

|
|
|
|

Work in progress

Persisting and opportunities of doing RAIl on the ground

Lack of sufficient RAI expertise

Organizational and incentive
misalignment

Lack of domain- and
pipeline-specific RAl interventions

External interface frictions

Supporting RAl learning and training

Managing Organizational
Incentives of Doing RAI

Evaluation and Co-design
RAI Interventions

Developing infrastructure for external
communication and collaboration
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Today’s talk:

Increased awareness, but limited training on Al Governance
—and often the “wrong attitudes.”

Gradual adoption of Al Governance interventions, but a lack
of pipeline- and domain-specific approaches.
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Increased Awareness

Recognizing the importance of ensuring the

fairness, transparency, and privacy of Al products
and services

» company-wide policies or public discourse
often serve as the entry point for awareness
 regional regulations and cultural norms play

a significant role in shaping RAl awareness
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But limited training
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Limited Training

* Lack sufficient knowledge in understanding and
interpreting Al governance principles and practices

» Lack training in effectively communicating Al
governance work among roles.
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What does it mean to be a responsible Al practitioner: An

ontology of roles and skills
Shalaleh Rismani AJung Moon

McGill University McGill University
Canada Canada

(Technical: i.e. computer (Policy, design, STS, social

Researcher ® Researcher @ Engineer "‘ Data scientist
S & ,
~

science, math, engineering) sciences) g
- i “X ; N\ & Eh
Roles: Develop and execute Roles: Conduct research agenda Roles: Develop technical tools Roles: Develop and evaluate ML
technical research agenda on corporate responsible Al and workflow for monitoring Al models against fairness and
related to internal responsible Al policy and perform impact ethics issues (e.g., bias, ktransparency metrics )
needs assessments explainability)
. 7 N 7 \ J - e )
- N\ N 7 ~ Skills: Advanced analytical skills,
skills: Software engineering, skills: Qualitative/quantitative Skills: Software development, programming, machine learning
programming, analytical research ability, stakeholder research ability, machine auditing, algorithmic impact
thinking, verbal and written engagement, verbal and written learning, system safety design \assessment y
communications communication ~ s
\. 7N J
i &> : A=
Manager Director E Policy analyst (=
0 A=
f< . ) @ . e =
Roles: Incorporate responsible Al Roles: Provide strategic direction Roles: Understand, analyze and
practices in product development for enterprise-wide adoption of Al implement a given policy,
and launch Al ethics programs kethics principles including engaging with
. J :
internall olicymakers
N i J (' — N\ W J
- - Skills: Relationship building, 7 ~
Skills: Business acumen, leadership, technical know-how, Skills: Policy interpretation,
stakeholder engagement, L policy understanding ) analysis of legal precedents,
management of priorities L knowledge of Al laws and policies 3
\ J
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broad range of generalist skills
across various disciplines

deep exper pecific field
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Developing Learning environments “on the job”

Designing sociotechnical learning opportunities

Learning about Responsible Al On-The-Job: Learning Pathways,
Orientations, and Aspirations

Michael A. Madaio Shivani Kapania Rida Qadri
Google Research Carnegie Mellon University Google Research
New York, NY, USA Pittsburgh, PA, USA Mountain View, CA, USA
Ding Wang Andrew Zaldivar Remi Denton
Google Research Google Research Google Research
Atlanta, GA, USA Los Angeles, CA, USA New York, NY, USA

Lauren Wilcox

eBay
San Jose, CA, USA
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and often the “wrong attitudes”
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The “wrong attitude” towards Al governance

» Treating Al governance as a purely technical issue
rather than a socio-technical one

» Believing Al governance is merely extra work with
lower priority than Al development

* Not realizing Al governance as an iterative

process.
N #AIGG25
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Investigating Practices and Opportunities for Cross-functional
Collaboration around Al Fairness in Industry Practice

Wesley Hanwen Deng Nur Yildirim Monica Chang
hanwend@cs.cmu.edu yildirim@cs.cmu.edu monicach@andrew.cmu.edu
Carnegie Mellon University Carnegie Mellon University Carnegie Mellon University
Pittsburgh, PA, USA Pittsburgh, PA, USA Pittsburgh, PA, USA
Motahhare Eslami Kenneth Holstein Michael Madaio®
meslami@cs.cmu.edu kjholste@cs.cmu.edu madaiom@google.com
Carnegie Mellon University Carnegie Mellon University Google Research
Pittsburgh, PA, USA Pittsburgh, PA, USA New York, New York, USA
Data Subject Matter
Scientist —(O Expert

| 0% |
Product ®—® UX
Manager Practitioner
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A Toolkit for Compliance, a Toolkit for Justice: Drawing on
Cross-sectoral Expertise to Develop a Pro-justice EU Al Act

Tomasz Hollanek*
University of Cambridge
Cambridge, United Kingdom
th536@cam.ac.uk

Virginia Vignali
Accenture
Modena, Italy
virginia.vignali@accenture.com

Toolkit
Yulu Pi

University of Warwick
Warwick, United Kingdom
Yulu.Pi@warwick.ac.uk

Cosimo Fiorini
Accenture
Modena, Italy
cosimo.fiorini@accenture.com

Table 1: - Toolkit Advisory Board: Mapping expertise, Roles and contributions

Expertise (Disciplines and fields of

Expert Roles (Roles of contributing

Types of Contribution (Ways experts in

expertise) experts on the project advisory board) this area contributed)
Law Lawyer, legal scholar Compliance, rights
Technical Computer scientist, software engineer, Technical accuracy, needs of development

Human-computer Interaction
Disability Justice
Queer/feminist Data science
Business

Critical Design

Critical Theory

EU AI Act expertise

machine learning specialist, Al developer
HCI researcher, UX specialist, interaction
designer

HCI researcher, disability advocate

Feminist scholar, critical data scientist
Product manager
Critical design researcher

Philosopher specialising in critical theory
and its applications to Al
Policy advisor

process
Considerations of user-facing tasks

Advice on tool accessibility; advice on
interpreting access-related components of
the act

Advice on inclusive data practices

Advice on feasibility and ease of use
Advice on alternative and critical design
approaches

Provided theoretical foundations to process
and the content of the tool

Guidance on regulatory compliance
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ACM FAccT Conference 2025~ 2024~ 2023~ 2022~ 2021~  2018-2020 ~ Blog  Network  Connect  Organization ~

ACM FAccT

ACM Conference on Fairness, Accountability, and Transparency

A computer science conference with a cross-disciplinary focus that brings together researchers and practitioners
interested in fairness, accountability, and transparency in socio-technical systems.

Thank you for joining us for ACM FAccT 2025 in Athens, Greece!

Next year's conference will be in Montreal, Canada!

Algorithmic systems are being adopted in a growing number of contexts, fueled by big data. These systems filter, sort, score, recommend, personalize, and otherwise shape
human experience, increasingly making or informing decisions with major impact on access to, e.g., credit, insurance, healthcare, parole, social security, and immigration.
Although these systems may bring myriad benefits, they also contain inherent risks, such as codifying and entrenching biases; reducing accountability, and hindering due
process; they also increase the information asymmetry between individuals whose data feed into these systems and big players capable of inferring potentially relevant
information.

ACM FAccT is an interdisciplinary conference dedicated to bringing together a diverse community of scholars from computer science, law, social sciences, and humanities to
investigate and tackle issues in this emerging area. Research challenges are not limited to technological solutions regarding potential bias, but include the question of whether
decisions should be outsourced to data- and code-driven computing systems. We particularly seek to evaluate technical solutions with respect to existing problems, reflecting
upon their benefits and risks; to address pivotal questions about economic incentive structures, perverse implications, distribution of power, and redistribution of welfare; and
to ground research on fairness, accountability, and transparency in existing legal requirements.
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Today’s talk:

Gradual adoption of Al Governance interventions, but a lack
of pipeline- and domain-specific approaches.
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Gradually Adopted RAI Interventions

Computational Toolkits Documentations/Playbooks

Al Fairness 360 Model cards
Al Explainability 360 Datasheets for Datasets

» FairLearn System cards
* What-If tool People+Al Guideline
+ Aequitas MSFT Responsible Al Impact
* PyRIT Assessment template
. . » NIST Al Risk Management
Framework
. #AIGG25

iy o iy pp g W, o pEE, o m e

" EEE =




but lack pipeline- and
domain-specific approaches.
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Lack pipeline- and
domain-specific approaches.

Most tools focus on evaluating model outputs after
the Al model has been developed or even deployed.

» There is a need for tools and processes that scaffold
more responsible data collection, data curation,
and even the fundamental stage of problem
formulation.
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Farsight: Fostering Responsible Al Awareness
During Al Application Prototyping

g Zijie J. Wang, ﬁ Chinmay Kulkarni, @ Lauren Wilcox, () Michael Terry, @ Michael Madaio

CHI Conference on Human Factors in Computing Systems (CHI), 2024

Al Prototyping Tool

LLM Model Gemini Pro Temperature 0.2 m

You are a good translator. Translate my sentence from English to French.
English: How are you?
French: Comment vas-tu ?

@ Farsight Your Sidekick for Responsible Al Innovation

[ Harm Envisioner

Use Cases

§ Students use it to learn 'y
French.
Stakeholders
4 Immigrant
Refugees use it to
+ communicate with aid
workers

Translate a sentence
from English to French

Immigrants use it to
# communicate with *
government officials.

S o0 0B
oLGovernmenl official I_]lo

| Propagandists use it to
spread misinformation.

J{uvho ciseo!

# Farsight | ) Paper | #Code | ®Video 4 Use Cases | 7 Stakeholders | 8 Harms
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() Alert Symbol @

N

Y New & Export X
Harms

Immigrants may lose out on
+ opportunities due to Al-generated
translations being inaccurate.

Immigrants may have asylum
+ applications denied due to translation
errors.

{ What else? ]

Government officials may be unable to
+ understand the needs of immigrants
due to language barriers.

{What else? .

Awareness Sidebar

M FARSIGHT X

| Real Al Incidents

Cautiof f tales for your Al product

Latest Related

Man Arrested After Facebook Translates
Turns Greeting Into Threat

Man arrested for saying "good morning'
because online translator made a mistake

™ weChat Apologizes for Translating ‘Black
, Foreigner' as N-Word

$ »

| Potential Use Cases

Ways users might use your Al product

Mix Intended @ High-stakes © Misuse ©

@ Students use it to learn French.
@ opportunity to learn

' Immigrants use it to communicate with
government officials.

Immigrants

to Al-gene

© Scammers use it to trick people into giving them
money.
Victin

per

E ion Consequences & Harms

#AIGG25
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Lack pipeline- and
domain-specific approaches.

Toolkits and documentation remain at a high level,
making them hard to apply to specific domains such as
finance and healthcare, or to tailor for specific roles.
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The leading peer-reviewed journal for digital medicine and health
and health care in the internet age.

Q Journal of Medical Internet Research jmir.org

» J Med Internet Res. 2023 Nov 16;25:e47609. doi: 10.2196/47609 &%

Developer Perspectives on Potential Harms of Machine Learning
Predictive Analytics in Health Care: Qualitative Analysis

Ariadne A Nichol 1, Pamela L Sankar >=#, Meghan C Halley *, Carole A Federico !, Mildred K Cho !

Scoping Fairness Objectives and ldentifying Fairness Metrics for
Recommender Systems: The Practitioners’ Perspective

Jessie J. Smith Lex Beattie Henriette Cramer
jessie.smith-1@colorado.edu lex@spotify.com henriette@spotify.com
University of Colorado, Boulder Spotify Spotify
USA USA USA
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Deepfakes, Phrenology, Surveillance, and More! A Taxonomy of
Al Privacy Risks

Yu-Ju Yang
yujuy@andrew.cmu.edu
Carnegie Mellon University
Pittsburgh, PA, United States

Hao-Ping (Hank) Lee
haopingl@cs.cmu.edu
Carnegie Mellon University
Pittsburgh, PA, United States

Thomas Serban von Davier
thomas.von.davier@cs.ox.ac.uk
University of Oxford
Oxford, United Kingdom

Jodi Forlizzi
forlizzi@cs.cmu.edu
Carnegie Mellon University
Pittsburgh, PA, United States

Sauvik Das
sauvik@cmu.edu
Carnegie Mellon University
Pittsburgh, PA, United States

Intrusion

Capabilities of Al

Requirements of Al

|_| Identification ] Increased Accessibility
Identify individuals
Z % { Share training data
. |—{ Distortion ] Insecurity -
Generate images
! { Protect training data
Discover personal attributes Exposse ] Secondary Use
| Process training data
Forecast user behaviors ﬁ Aggregation ] Exclusion
{ Collect training data
Estimate personal attributes ._.__{ Phreno[ogy/ Physiognomy ] Surveillance
{ Disclosure

Figure 1: We identify 12 privacy risks that the unique capabilities and/or requirements of Al can entail. For example, the
capabilities of Al create new risks (purple) of identification, distortion, physiognomy, and unwanted disclosure; the data

requirements of Al can exacerbate risks (light blue) of surveillance, exclusion, secondary use, and data breaches owing to
insecurity.

#AIGG25

" EEE =

iy o iy pp g W, o pEE, o m e




Supporting Industry Computing Researchers in Assessing,
Articulating, and Addressing the Potential Negative Societal

Impact of Their Work

WESLEY HANWEN DENG?, Carnegie Mellon University, USA
SOLON BAROCAST, Microsoft Research, USA
JENNIFER WORTMAN VAUG HANT, Microsoft Research, USA

Co-designing an AI Impact Assessment Report Template
with AI Practitioners and AI Compliance Experts

Edyta Bogucka!, Marios Constantinides', Sanja Séepanovié¢!, Daniele Quercia'

'Nokia Bell Labs, Cambridge, UK
2Kings College London, London UK
edyta.bogucka@nokia-bell-labs.com.com, marios.constantinides @nokia-bell-labs.com,
sanja.scepanovic @nokia-bell-labs.com, daniele.quercia@nokia-bell-labs.com
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Today’s talk:

Increased awareness, but limited training on Al Governance
—and often the “wrong attitudes.”

Gradual adoption of Al Governance interventions, but a lack
of pipeline-, domain-, and application-specific approaches.
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Stay tuned for our full work!!

The Current Practice of
Industry RAI

Increased Awareness of RAI

From Ad hoc Advocacy to
Professionalized Roles

J

-~

.

Gradually Adopted RAI Interventions

~

J

Attempts on External Collaborations

J

Persisting and opportunities of doing RAI on the ground

Lack of sufficient RAl expertise

Organizational and incentive
misalignment

Lack of domain- and
pipeline-specific RAl interventions

External interface frictions

Supporting RAI learning and training

Managing Organizational
Incentives of Doing RAI

Evaluation and Co-design
RAI Interventions

Developing infrastructure for external
communication and collaboration
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What responsible Al
can learn from fair lending

Solon Barocas

With Emily Black, Logan Koepke, Wesley Hanwen Deng, Miranda Bogen, Ming Hsu
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Study Context

e lLarge technology companies are not the first to grapple with how to
evaluate and mitigate discrimination in algorithmic systems

e Long before the rise of responsible Al teams, financial institutions
were running fair lending programs with similar aims

e Multi-year empirical study of fair lending practices on the ground

e Over 30 semi-structured interviews with stakeholders across the
U.S. financial industry, including engineers, product managers,
lawyers, and third-party vendors

e Some initial observations...
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Timing of testing

e Firms generally only perform fairness testing after a model has
been developed, thereby limiting the total number of alternatives
that might have been considered

e Proactively considering fairness all along the way can help to
uncover fairer models and reduce the costs involved in doing so

after a model has already been developed.

#AIGG25
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Established mitigation methods under stress

e A common approach to mitigating unfairness in models is to drop
individual features (often features strongly correlated with
protected characteristics and weakly correlated with the outcomes of
interest) and re-train the models

e This approach does not work well for larger, more complex
models, as correlated features will just take the place of dropped
features

e Firms are now experimenting with different (often more
computational) approaches.
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Lack of demographic data remains major hurdle

e Alack of demographic data remains the major hurdle for fairness
testing

e Inference methods like Bayesian Improved Surname and Geocoding
(BISG) can only go so far; certain characteristics are much more
challenging to infer

e As aresult, firms routinely only perform fairness testing for a
limited number of groups, much smaller than the total set of
groups protected by law

e Developing new methods for eliciting, collecting, or inferring such
. data would significantly improve the state of practice. #A1GG25
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“Train crash problem”

e Improving the fairness for one protected group reduces the fairness
for another protected group

e This becomes increasingly difficult to avoid as the total number of
groups increases

e To deal with this problem, firms tend to rely on different heuristics
to figure out which groups should take priority.

#AIGG25
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Cost of delaying deployment > Cost of testing and mitigation

e Most commonly cited cost for not doing or doing limited fairness

testing and mitigation is the cost of delaying the deployment of a
model that would increase profits

e This is perceived as more significant than the cost of performing
the testing or mitigation itself

e Methods and tools that speed up fairness testing and mitigation

can significantly increase how often and how thoroughly they are
performed.
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Building blocks of
responsible Al in practice

Miranda Bogen

With Beba Cibralic, Kevin Bankston, Ruchika Joshi
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Through practitioner interviews, we identified five
primary building blocks of responsible Al

o
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People: Empower your experts

Multidisciplinary talent

« Focus on encouraging interdisciplinary work and ensure processes for
acquiring talent do not structurally exclude necessary backgrounds
Consider talent that may not have a direct background in responsible Al
governance, policy, or research

Effective team structure

Distributed or centralized structure?

Relationship between responsible Al efforts and revenue-generating units
Structures of internal engagement

Structures for external engagement

. #AIGG25
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Priorities: Thoughtfully triage work

Portfolio of work

» Focus on regulatory requirements alongside other concerns
Build channels to gather practitioner expertise on emerging issues
« Be open to refining the scope of work

Prioritizing
 Prioritize severe and urgent issues, but don't ignore longer-term investments

Build processes to ensure ‘important but non-urgent’ work is not forgotten
« Don’'tignore civil society / researcher perspectives on risks and concerns

Strategy

Find and sustain support from senior leadership
« Demonstrate sensitivity to organizational dynamics and culture, and find ways
to make them work for responsible Al efforts
#AIGG25

" EEE =

iy o iy pp g W, o pEE, o m e




Processes: Establish structures for governance

Risk Management Approach

« Standardize the work of risk management to the extent possible to ensure
decision-making is consistent and repeatable rather than ad-hoc.

« Determine which risks need to be minimized, mitigated, or tolerated, and
manage them appropriately.

+ Establish risk tolerances grounded in data and evidence, as opposed to
speculation.

Checks and balances

Establish a structural balance of power to ensure that responsible Al work
proceeds effectively and with integrity.

Create the right incentives for employees.
 Investin formal + informal mechanisms to advance and embed responsible Al.

. #AIGG25
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Platforms: Invest in responsibility infrastructure

Foundational Infrastructure

* Model inventories

* Measurement and evaluation tools

«  Off-the-shelf prevention and mitigation methods
Post-deployment monitoring tools

Taxonomies

« Define key concepts, like “fairness” and “transparency”, and establish how to instantiate them into practice
Use common taxonomies to coordinate activities across teams and functions
« Use shared definitions and taxonomies to facilitate prioritization

Implementation guidance

Documentation

« Begin with the basics

« Tailor and structure documentation to meet a variety of governance goals.

« Set up ways to share information thoughtfully across teams

« Use documentation to facilitate internal legibility of responsible Al work, which can help avoid duplication of

. efforts and support consistency #AIGG25
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Progress: Track efforts holistically

Metrics

Establish metrics to evaluate success, even if it seems challenging
Use metrics as a tool to drive responsible Al efforts

Measure and demonstrate success to maintain team morale, retain talent, and develop a
community of practitioners motivated to do RAI work

Maturity models

Assess your organization’s responsible Al capabilities against a range of factors—culture,
organizational structure, and methodologies—using a maturity model.

Use both qualitative and quantitative methods to conduct the maturity model assessment

Don't mistake progress against maturity model benchmarks as evidence that Al-related risks
are truly being addressed

Transparent public communication

Provide regular updates on progress, even when explicit requirements are absent

Ensure communication is not performative or misleading
iy o iy pp g W, o pEE, o m e
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Q/A Session with

Wesley Hanwen Deng Solon Barocas Miranda Bogen
Ph.D. candidate, Senior Principal Researcher, Director,
School of Computer Science, Microsoft Research Al Governance Lab,

Carnegie Mellon University Center for Democracy & Technology
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RESOURCE LIST

Document containing all resources mentioned in today’s talk

bit.ly/AIGG25 El Erl
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https://bit.ly/AIGG25

How did things go?
(We really want to know)

Did you enjoy this session? Is there any way we could make it better? Let
us know by filling out a speaker evaluation.

1. Open the IAPP Events app.
2. Select
3. Tap "Schedule" on the bottom navigation bar.
4. Find this session. Click "Rate this Session" within the description.
5. Once you've answered all three questions, tap "Done".
Thank you!
. #AIGG25
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